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Abstract. In this paper, we proposeLayeredTCP(LTCPfor short),a simplelayeringtechniquefor
thecongestionwindow responseof TCPto make it morescalablein highspeednetworks.LTCPuses
two dimensionalcongestioncontrol:at themacroscopiclevel, thelayersareadded/droppedbasedon
dynamicnetwork conditionsandat themicroscopiclevel, thecongestionwindow behavior is defined
for operatingat any given layer. We provide the design,analysisandpreliminaryresultsbasedon
ns-2simulations.Our experimentsshow thatLTCP haspromisingconvergenceproperties,is about
anorderof magnitudefasterthanTCPin utilizing high bandwidthlinks andcanbemadeto operate
with smallerwindow fluctuationsthannormalTCP. LTCP employs few parametersand is easyto
understand.
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1. Introduction

Over thepastfew decadesthetraffic ontheInternethasincreasedby severalorders
of magnitude.However, the Internetstill remainsa stablemediumfor commu-
nication. This stability has beenattributed primarily to the wide-spreaduse of
congestioncontrol algorithmsof TCP [1]. The congestioncontrol algorithmsare
designedsuch that bandwidthis sharedfairly amongflows with similar RTTs.
However, thesesamecongestioncontrol algorithmshold backTCP from scaling
to futurenetworkswith high-bandwidthlinks of theorderof severalGbpsto Tbps.

TheTCPcongestioncontrolalgorithmsuseadditiveincreasemultiplicativede-
creasefor moderatingthe congestionwindow. When thereare no lossesin the
network, thewindow is increasedby onefor eachRTT. Upona lossof packet, the
window is reducedby half. The problemariseswhenthe availablebandwidthis
very high, renderingtheincreasevery slow andthereductiontoodrastic,resulting
in highly degradedperformance.

In thispaperweproposeasimplelayeringtechniquefor theexistingcongestion
responsealgorithmsto make it scalein high-bandwidthnetworks.Theideaof lay-
eringto probeandutilize theavailablebandwidthhasbeenresearchedextensively
in thecontext of videotransmissionontheInternetandin multicasting[22, 23]. The
contribution of thispaperis to extendthis ideato thecongestioncontrolalgorithms
in TCP so that scalabilitycanbe achieved at the costof minimal implementation
overhead.�

This work is supportedin partby a grantfrom TheTexasHigherEducationBoard,by anNSF
grantANI-0087372andby Intel Corp.
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The rest of the paperis organisedas follows - in Section2 we provide the
backgroundandtakealook atsomeof theearlierresearchin thisarea.Detailsof the
proposedschemeandanalysesarepresentedin Section 3 followedby simulation
resultsin Section 4. We concludethe paperin Section 5 by summarisingour
experiencesandtakinga look at thefuturework.

2. Background and Related Work

Thethroughputof a TCPconnectionis givenby ���	��
 ��
����� � , where � is thepacket
size,� is theroundtrip timefor theconnectionand� is thepacket lossrate[2]. This
meansthat for a standardTCPconnectionusinga packet sizeof 1500bytesover
a connectionwith round trip delayof 200msandpacket loss rateof �����������! #" ,
the maximum throughputthat can be achieved is 23.2Mbps.If the packet loss
rate were reducedto �����������! %$ the maximumthroughputcould be increasedto
232.4Mbps.Conversely, to achieve a throughputof 1Gbps,the packet loss rate
requiredis &!�(')�*���! #+ or lowerandfor 10Gbpsit shouldbe &!�(')�����! ��� . Theseloss
ratesareunreasonable- for the10Gbps,thelossratetranslatesto a lossof at most
onepacket in ���-,)&.�*��� �0/ packetsor at mostonelossfor every six hours! Clearly,
thestandardTCPconnectionsdo not scalein highcapacitynetworks.

The traditionalsolutionto improve the performanceof TCP on high-capacity
networks hasbeento tune someof the TCP parameters.For instance,by using
jumboframesof 9000bytesinsteadof thestandard1500bytepackets,theachiev-
ablethroughputcanbescaledupby afactorof 6, for any givenlossrate.Additional
parametersthat may be tunedare the buffersizeat the senderand the receiver,
initial window for slowstart, the AIMD parametersetc. Thoughthe tuning was
donemanuallyearlier, severalauto-tuningschemeshavebeenproposedeversince,
suchas[3], [4], [5] and[6] amongothers.[7] presentsa comparisonof someof
theseauto-tuningschemes.The autotuningschemesimprove the performanceof
TCP in high-speednetworks significantlyandcould be usedin conjunctionwith
otherschemesto achieve thebestpossibleperformance.

A numberof otherproposalshave employed networkstriping, wherethe data
is divided into several individual units andeachunit is sentover a separateTCP
connection.In other words, the application is network-aware and tries to opti-
mize the network performanceby openingparallel TCP connections.Someof
the applicationsthat use this approachor allow it as an option are XFTP [8],
GridFTP[9], storageresourcebroker [10] and[11]. In [12] theauthorsprovide a
library calledPSockets(ParallelSockets)to make it easierto developapplications
that usenetwork striping. While most of this work hasbeenat the application
level, in the MulTCP scheme[13] the authorspresenta mechanismwherea sin-
gle TCP flow behaves as a collection of several virtual flows. This schemewas
presentedoriginally to addressweightedproportionalfair sharingin differentiated
services,but could easilybe usedin highspeednetworks, insteadof making the
applicationsnetwork-aware.However, all theabovementionedschemesuseafixed
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numberof parallelconnectionsandchoosingtheoptimalnumberto maximisethe
performancewithout effectingthefairnesspropertiesis a significantchallenge.

The third category of researchfor improving theperformanceof TCP in high-
speednetworks hasbeento modify the congestionresponsefunction of TCP it-
self. HighSpeedTCP[14] usesa congestionwindow responsethat is linear in the
log-log scaleto allow the congestionwindow to increaseto large valueswithout
requiringunreasonablylow packet lossrate.ScalableTCP[15], usesmultiplicative
increase/multiplicativedecreaseresponse,toensurethatthecongestionwindow can
bedoubledin a fixednumberof RTTs.Both theseschemesmodify thecongestion
responseof traditionalTCPflavors.FAST TCP[16] on theotherhand,reliesonthe
delay-basedbandwidthestimationof the TCP Vegas[17] flavor andis optimised
for Gbpslinks.

Severalotherschemesthatgobeyondmodificationsonly to TCPhavealsobeen
proposed.In theXCP[18] scheme,theauthorsproposealteringthecongestionre-
sponsefunctionaswell astheinfrastructurefor providing congestionindication.In
schemeslike Tsunami[19], RBUDP[20] andSABUL[21] reliabledatatransferis
achievedby usingUDPfor dataandTCPfor control information.

In this paper, we proposetheLayeredTCPschemewhich modifiestheconges-
tion responsefunctionof TCPat thesender-sideandrequiresnoadditionalsupport
from thenetwork infrastructureor the receivers.Thekey contribution of LTCP is
thatit emulatesmultiplevirtual flows thatadaptto thedynamicnetworkconditions
by usinga simplelayeringtechnique.Layeringschemesfor probingtheavailable
bandwidthhave beenstudiedearlierin thecontext of multicastandvideotransfer,
for example[22, 23]. In RLM[22], thesendersencodeandtransmitdatain multiple
layersandthe receiversadjustto both staticanddynamicnetwork conditionsby
adaptively adding/droppingthe layers.In [23], multicastreceiversemploy a con-
gestioncontrolalgorithmthatuseslayeringto achieveTCP-likecongestioncontrol.
LTCP, in contrastto thisearlierbodyof work, considerswindow adaptationateach
layerin additionto adding/droppinglayers,andconsidersfairnessissues.

3. Layered TCP

The layeredTCPschemeis a sender-sidemodificationto thecongestionresponse
functionof TCPfor makingit morescalablein high-speednetworks.Theconges-
tion window responseof theLTCPprotocolis definedin two dimensions- (a) At
themacroscopiclevel, layersareaddedor removedbasedon thedynamicnetwork
conditions(b) At themicroscopiclevel, thecongestionwindow responsefunction
is definedwhentheprotocolis operatingat any given layer 1 . In this sectionwe
presentthedesign,discussionandanalysesfor theLTCPprotocol.

TheprimarygoalbehinddesigningtheLTCPprotocolis to makethecongestion
responsefunctionscalein highspeednetworksunderthefollowing constraints:(a)
theLTCPflowsshouldbefair to eachother(with similarRTTs)(b) theLTCPflows
shouldbe fair to TCP flows when the window is below a predefinedthreshold243

(c) the LTCPflows shouldnot starve TCP flows whenoperatingat windows
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largerthan
2 3

. Thethreshold
2 3

definestheregimein whichLTCPis friendly to
standardimplementationsof TCP. Theoptimalvalueof

2 3
is debatableandlikely

a topicof researchby itself. Wechooseavalueof 50packetsfor
2 3

. Thisvalueis
motivatedby the fact thatwhenthewindow scaleoption[24] is not turnedon, the
maximumwindow sizeallowed is 64Kb which is about44 packets (of size1500
bytes).Thewindow scaleoption is usuallyturnedon for highspeednetworks,and
the threshold

243
is usedmainly to ensurethe fairnessof LTCP to TCP flows in

slow networks. So we choosea window thresholdthat is slightly greaterthan44
packets.Similarargumentsfor keepingnew protocolsfair to TCPbelow awindow
thresholdhave beenput forth in [14, 15].

3.1. INCREASE BEHAVIOR

In orderto ensurethat below the threshold
2 3

, LTCP is fair to TCP, new LTCP
connectionsstartwith only onelayerandbehave in all respectsthesameasTCP.
If thecongestionwindow increasesbeyondthethreshold

2 3
, additionallayersare

addedandthecongestionwindow responseis modified.Thedesignof theincrease
behavior for LTCP protocolhasto consider:(a) How to increasethe numberof
layers? (macroscopiccontrol) (b) How to increasethe congestionwindow when
operatingat somelayer 1 ? (microscopiccontrol)

The secondquestionis the easierone to answerand we take a look at that
first. The LTCP protocol usesthe layering conceptin order to be more aggres-
sive thanTCPwhile utilizing theavailablelink bandwidth.Thus,intuitively, when
operatingat somelayer 1 , the LTCP protocol can be thoughtof as emulating1 virtual flows. The window responsefor increasefor a TCP flow emulating 1
virtual flowshasbeenstudiedin MulTCP[13].Wetake asimilarapproach,i.e., the
congestionwindow is increasedby 1 on thesuccessfulreceiptof onewindow of
acknowledgements,or equivalently, it is increasedby 165.798;:=< for eachincoming
ack.

As an answerto the first question,we choosea simplelayeringscheme.Sup-
pose,eachlayer 1 is associatedwith a step-size>�? . Whenthecurrentcongestion
window exceedsthewindow correspondingto the lastadditionof a layer

2 ? by
thestep-size>�? , anew layeris added.Thus,2 �A@ �CB 2 �;@ 2 �ED > � B �F�F�F�F� 2 ? @ 2 ?  �ED >�?  � (1)

andthe numberof layers @ 1 , when
2 ?HG 2 IJ2 ?LK � . Figure1 shows this

graphically.
In orderto find whatthestepsizeneedsto be,considerthefollowing casewhen

the link is to be sharedby two LTCPflows. Theflow that startedearlieroperates
at a higher layer 1 � (with a larger window) comparedto the later-startingflow
operatingat a smallerlayer 1 � (with the smallerwindow ). Thus, the first flow
increasesthecongestionwindow by 1 � packetsperRTT, whereasthesecondflow
increasesby 1 � packets per RTT. In order to ensurethat the first flow doesnot
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Figure 1. GraphicalPerspective of Layersin LTCP

continueto increaseata ratefasterthanthesecondflow, it is essentialthat thefirst
flowaddslayersslowerthanthesecondflow. Thus,if >�?NM is thestepsizeassociated
with layer 1 � and >�?PO is thestepsizeassociatedwith layer 1 � , then

>�?NM1 �
Q >�? O1 � (2)

when 1 � Q 1 � , for all valuesof 1 � B�1 �SRUT .
Therearemany choicesfor >�? to satisfytheaboveequation.In orderto keepthe

designeasyto understand,we chooseasimpleschemefor computingthestepsize:

>�? @WV6X >�?  � (3)

Basedon this choice,theinequalityin Equation2 holdsgoodonly when V Q ���-& ,
for all valuesof 1 RYT .

Sincethesecondlayeris addedwhenthewindow sizeis equalto
2 3

,

> �A@ 2 �;@ 2 3
(4)

Substitutingin Equation3,

> � @WV > � @WV 2Z3\[ >�] @WV > � @WV � 243P[ �F�F�^>�_ @WV >�_  � @WV ` _  �ba 243 (5)

3.2. DECREASE BEHAVIOR

Thedesignof thedecreasebehavior is guidedby thefollowing reasoning:in order
for two flowsstartingatdifferenttimeto converge,thetimetakenby thelargerflow
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to regain the bandwidthit gave up after a congestionevent shouldbe larger than
the time it takesthesmallerflow to regain thebandwidthit gave up. Supposethe
two flows areoperatingat layers 1 � and 1 � ( 1 � Q 1 � ), and

2 � � and
2 � � is

thewindow reductionof eachflow upona packet loss.After thepacket drop,each
flow takes c �%d? d RTTs to regainthelost bandwidth.Fromtheabove reasoning,this
givesus 2 � �1 �

Q 2 � �1 �
Theabove inequalityis similar to Equation2 andcanbemaintainedby simply

choosingthe window reductionat any layer 1 to be a fraction of the stepsize>�? . Hence,for macroscopiccontrolof thedecreasebehavior we adoptthesimple
policy thatupona packet loss,eachflow dropsonehalf of the layer it lastadded.
Notethat this policy leavesthedropbehavior undefinedfor thecasewhen 1 @ �
i.e., thefirst layer. For thefirst layer, theLTCPprotocolsimplydoesmultiplicative
decreaseby reducingthe congestionwindow by half on a packet drop, to behave
like TCP.

Themacroscopicdecreasebehavior only ensuresconvergenceacrosslayers.To
ensureconvergencewhentwo flowsareoperatingwith thesamenumberof layers,1 � @ 1 � , we definethemicroscopiccontrol.We follow thesamereasoning,i.e.,
the recovery time for the larger flow after a window reductionshouldbe more
than that for the smallerflow. However, now both the flows operateat the same
layerandhencetheincreasefactorfor boththeflows is similar. In orderto ensure
convergence,thedecreasebehavior shouldcontainafactorthatis dependentonthe
sizeof thecurrentcongestionwindow above

2 ? . Wemake thiscomponentof the
window reductionlinearly dependenton thewindow. Figure 2 shows the plot of
thewindow reductionagainstthecurrentcongestionwindow for a flow. Whenthe
packet lossoccurs,if thecongestionwindow is

2 ? thenthewindow is reducedbyegfih M� . If thecongestionwindow is
2 ?LK � thenthewindow is reducedby

e f� . When
thecongestionwindow is in therange

2 ? Ij2 IW2 ?LK � , thewindow reduction
is linearly increasedfrom

egfih M� to
e f� .

Hencethewindow reductionis givenby

2lk :=<nm�8;o)pq<nr#7ts k m.: @ >�?  �T D
u e f�wv

egfih M� xu 2 ?LK � v 2 ? x X
u 2 v 2 ? x

@ >�?  �T D
u egf� v

egfih M� x
>�? X u 2 v 2 ? x

@ >�?  �T D u � v �
V
x X

u 2 v 2 ? xT (6)

Notethatthis window reductionis usedonly when 1 Q � . Thisdesignensures
that, an establishedLTCP flow always gives up a shareof bandwidthfor a new
LTCPconnectionor aTCPconnection.
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Figure 2. DropFactorVs theCongestionWindow

3.3. OVERALL BEHAVIOR OF LTCP

At eachlayer 1 , LTCP increasesthe window additively by 1 . With the choice
of >�? @yVUX >�?  � and the above decreasebehavior, LTCP effectively doesa
multiplicative decreaseon a packet drop. Ignoring the microscopicbehavior, the
multiplicative window reductionis givenby >�?  � 5 T . Whenthereis a singleflow
in the network, this drop indicateshow muchthe LTCP flow fluctuatesaboutthe
optimalwindow size,in steadystate.Theaveragereductionin sendingwindow per
RTT duringtheperiodthattheLTCPflow reducesits window andreclaimsit back,
is >�?  � 5z' . Supposewe wantto limit this to atmost { . Then,

>�?  �' @ { 2 (7)

V ?  � 2 3' @ { X u >�?  �|D >�?  �}D �F�F�F� D > �\D > � x @ { 2 3 u V ?  � v � xu V v � x
Approximating

u V ?  � v � x by V ?  � wehave

V v �V @ '){ ~ V�@ �� v '){ (8)

Choiceof { determinesV (or vice versa)andhenceLTCPeffectively hastwo
parameters

2 3
and V (or { ). A smaller value of { will result in the window

stayingvery closeto theoptimalvalue,andhencebetterlink utilization.However,
for convergence V Q ���-& (section3.1). This implies that { Q �C����, . Thus,in the
absenceof buffering at therouterandthechoiceof > ? @�V4X > ?  � , thebestcase
link utilization of a singleLTCPflow is about92%.Whenappropriatebuffering is
providedat theroutersor a differentchoicefor therelationbetween> ? and > ?  �



8 SumithaBhandarkar, SaurabhJainandA. L. NarasimhaReddy

is chosen,higher link utilization canbe achieved. This paperchoosesthe design
simplicity thatfollowedthechoiceof >�? @WV�X >�?  � andleavestheexplorationof
otherchoicesto thefuture.

As explainedearlier, theprimarygoal for designingtheLTCPprotocolis to be
ableto utilize availablelink bandwidthaggressively in highspeednetworks.In this
sectionwe provide quantitative analysisfor time takenby anLTCPflow (in terms
of RTTs) for claimingavailablebandwidth.

Supposethemaximumwindow sizecorrespondingto theavailablethroughput
is
2 ? . Then,time to increasethewindow to

2 ? is -

� u >�?  � x D � u >�?  � x D �F�F� D � u > � x D � u > � x
where � u >�? x is the time (in RTTs) for increasingthe window by >�? . We know
that,

� u > � x @ V 2 3T
[ � u >�] x @ V � 2 3� [ �F�F��� u > ?  � x @ V ?  � 2 31 v �

Thus,wehave thetotal time to reachthewindow sizeof
2 ? as

� u > � x D 2 3 X
?  �� � � � V

�
k D � (9)

For a 10Gbpslink with an RTT of 200ms,the window size can grow upto
166,666.Table 3 shows the numberof layers, the stepsizeand the speedupin
claiming bandwidthcomparedto TCP, for an LTCP flow with

2 3 @ &�� and{ @ �C��� . From the table it is clear that, an LTCP flow that evolves to 1 layers
canclaim thebandwidthalmostasfastasK-virtual layersaddedat thebeginning
of theconnection.

Also, anLTCPflow with window size
2 ? will reducethecongestionwindow

by >�?  � 5 T and dropsdown to the layer
u 1 v � x . It then startsto increasethe

congestionwindow at therateof
u 1 v � x . Thepacket lossrecovery time, thenfor

LTCP it
egfih M��
 ` ?  �ba . In caseof TCP, upona packet drop, the window is reducedby

half, andafterthedroptherateof increaseis 1 perRTT. Thus,thepacket recovery
time is

2 ? 5 T . The lastcolumnof Table3 shows thespeedup in packet recovery
time for LTCP comparedto TCP. LTCP speedsup the packet recovery time by a
factorof

` ?  �ba�0� , for largevaluesof 1 .
Theabovediscussionassumesimplicitly thatduringtherecovery from apacket

loss,thereareno morelosses.This givesustheupperlimit on thesupportingloss
ratefor anLTCPconnection.Thenumberof packetssentduringthelossrecovery

periodis
] � ` �  � � a c Of?  � . Hencethesupportinglossrateis ?  �] � ` �  � � a c Of . With { @ �C���

thesupportinglossrateis
� ` ?  �bac Of which is about ���-& u 1 v � x biggerthanstandard

TCP.
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Figure 3. Comparisonof LTCP(with ��� = 50 and � = 0.1) to TCP

3.4. IMPLEMENTATION DETAILS

TheLTCPprotocolrequiressimplesender-sidechangesto thecongestionwindow
responsefunctionof TCP. It usestwo additionalparameters-

243
, and V (or { ). In

our implementation,
2 3

and { aresetto 50 and0.1 respectively. V is computed
basedon thevalueof { accordingto equation8. Additionally, variablesneedto be
usedfor saving thenumberof layers

u 1 x , window correspondingto layerK
u 2 ? x

andthestepsizecorrespondingto layerK
u >�? x .

Whena new connectionis established,theprotocolis startedwith 1 @ � . (In
the future we will test using persistentstatefor saving the value of 1 between
connections,similar to that usedby Linux TCP variables).When 1 @ � , LTCP
behavesin all respectssimilar to TCP. Whenthecongestionwindow exceeds

2Z3
,

thefollowing changesaremadeto theTCPcongestionresponsefunction��� `��.�0�%��� _ a� ���%�.� � ?\� �����.��F� `�� � �.���b�i` a�� ` c f K egf a�a?�K K¡��� ` � ��� _ �0¢U£���¤0¤ a� � � �.���b�¦¥b�0��§q��¢ � �b� � e¨f©h M � �#
 ` �  � �0ª a ` c  c f a � ����%�.� � �����z�  �
� �.���b�¦¥b�0��§q��¢ � �b��F� `�� � �.���b�i` a�« c f a?    ¡
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4. Results

To evaluatethe LTCP protocol,we conductedsimulationson the ns-2simulator.
In this sectionwe presentsomeof theresults.A simpledumbbelltopologyis used
in thesimulation.Thebottlenecklink bandwidthis setto 1 Gbpsunlessotherwise
specified.Thelinks thatconnectthesendersandthereceiversto therouterhave a
bandwidthof 2.4GHz.Theend-to-endRTT is setto 100ms.The routershave the
default queuesizeof 50 packetsunlessspecifiedotherwise.DropTail queueman-
agementis usedat the routers.The LTCP protocol is implementedby modifying
the TCP/Sack1agent.When resultsarepresentedfor comparisonwith TCP, the
unmodifiedTCP/Sack1is alwaysusedfor TCP. Thereceiver advertisedwindow is
setto a largevalueto ensurethatit doesnot interferewith thesimulations.For the
LTCPflows, theparameter

2 3
is setto 50 packetsandtheparameter{ wassetto

0.1unlessotherwisespecified.

4.1. COMPARISON OF LTCP WITH TCP

SinceLTCPusesadaptive layering,it is capableof increasingits window sizeto the
optimalvaluemuchfasterthanTCP. Also, whena packet lossoccurs,thewindow
reductionof LTCP is not asdrasticasTCP. Fig. 4 shows congestionwindow of
LTCPin comparisonwith thatof TCP, whenthenetwork consistsof only oneflow,
andslowstartis terminatedearly. Clearly, thecongestionresponsefunctionof LTCP
is farmoresuitablefor highspeednetworks.

Figure 4. ComparisonBetweenLTCPandTCPWindows

The table in Fig. 5 shows the comparisonbetweenthe averagesteadystate
link utilization andaveragepacket lossratesbetweena TCP flow, an LTCP flow
anda HighSpeedTCP [14] flow for different link bandwidths.The throughputis
calculatedover a periodof 2000 secondsafter the flow reachessteadystate.At
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large valuesof link bandwidth,LTCPutilizes the link betterthanTCPandshows
performancebenefitssimilar to thatof HighspeedTCP. Thecongestionlossesfor
LTCP and HighspeedTCP flows are higher than TCP flow, sincetheir window
operatescloseto optimalvaluemostof thetime.

Figure 5. Link Utilization andPacket LossRatefor LTCPandTCP

4.2. EFFECT OF {
Fromthedefinitionof { in section3.3, theutilization of anLTCPflow is roughlyu � v { x . Hence,a choiceof a small value for { implies good link utilization by
minimizing thefluctuationof the throughputabouttheoptimal value.Thechoice
of { alsoeffectshow soona flow givesup thebandwidthandhow soonaflow can
claimbandwidth,sinceV and { arerelated.In thissectionweevaluatetheeffectof{ on the link utilization andtheconvergencetime.First, oneLTCPflow is started
andallowedto reachthesteadystate,andtheutilization is measured.Thena new
LTCP flow is introducedat 600 secondsandthe time for the first flow to reduce
its utilization to 55% and the secondflow to increasethe utilization to 45% are
recorded.Table6 shows theresults.

Figure 6. Effectof � onLink Uitlization andConvergence

4.3. FAIRNESS AMONG LTCP FLOWS

In this experiment,we evaluatethe fairnessof LTCP flows to eachother. Differ-
ent numberof LTCP flows arestartedat the sametime andthe averageper-flow
bandwidthof eachflow is noted.Sincelarge numberof flows is used,the router
buffersizeis setto 500packets.Thetablein Fig 7 shows thatwhenthenumberof
flows is varied,themaximumandtheminimumper-flow throughputsremainclose
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to theaverage,indicatingthat theper-flow throughputof eachflow is closeto the
fair proportionalshare.This is verifiedby calculatingtheFairnessIndex proposed
by Jainet. al., in [25]. The FairnessIndex beingcloseto 1 shows that the LTCP
flows sharetheavailablenetwork bandwidthequitably.

Figure 7. FairnessAmongLTCPFlows

4.4. DYNAMIC L INK SHARING

Both the macroscopicandmicroscopiccontrol of LTCP protocol respondto dy-
namic network conditions,to ensurethat protocol converges quickly to its fair
share.In thisexperiment,weevaluatethesamebycreatingandrelieving congestion
dynamically. OneLTCPflow is startedat time0, andallowedto reachsteadystate.
A new LTCPflow is thenaddedat300secondsandlastsfor 1400seconds.A third
LTCP flow is addedat 700 secondsand lastsfor 600 seconds.Fig. 8 shows the
results.It is clearfrom thegraphthat theLTCPflows cansharetheavailablelink
bandwidthequitablywith otherLTCPflows asthenetwork conditionschange.

Figure 8. DynamicLink Sharing
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4.5. EFFECT OF CHANNEL ERRORS

Fromthediscussionin Section2, it is clearthatTCPrequiresextremelylow packet
lossratesto maintainthe link utilization high. Our analyses(in section3.3) show
thatLTCPincreasesthesupportinglossrateby a factorof ���-& u 1 v � x comparedto
TCP, when { @ �C��� . In this sectionwe comparetheperformanceof LTCPto that
of TCPin thepresenceof channelerrorsonthebottlenecklink. Thebottlenecklink
capacityis setto 1Gbps,simulationsarerun for 2000secondswith a singleflow
FTPtransfer, andtheaverageutilization over this periodis recorded.Fig. 9 shows
theresults.Packet lossrateof ���! %$ dueto chennelerrorsis comparableto theerror
ratein long haulfiber links [15]. Fromthetablewe seethatat thepacket lossrate
of ���! %$ , the link utilization of LTCPremainshigh, whereasthe link utilization of
TCPfalls down to half thelink utilization at lower errorrates.As thelossratedue
to channelerrorsincreases,theLTCPutilization startsto deteriorate,but remains
betterthanthatof TCP. Notethatthepacket lossratementionedin thefigure/table
is only dueto channelerrorson the bottlenecklink anddoesnot accountfor the
congestionlosseswhenthewindow sizeexceedsthelink capacity.

Figure 9. Comparisonof LTCPandTCPin thePresenceof ChannelErrors

4.6. INTERACTION WITH TCP IN SLOW NETWORKS

In this section,we presentthe resultsfor simulationsverifying the interactionof
LTCP with TCP. In slow networks, wherethe congestionwindow of eachof the
competingflows cannotincreasebeyond

2 3
, the LTCP flows shouldsharethe

availablebandwidthequitablywith theTCPflows. We verifiedthat in this experi-
ment.Thebottlenecklink bandwidthwassetto 10Mbps.OneLTCPflow is started
andallowed to reachsteadystatewith 3 layers.At time 300 seconds,4 flows of
TCPareintroduced.Fig.10show theresults.It is clearfrom theresultsthatin slow
networks, LTCP flows give up bandwidthquickly and the TCP flows andLTCP
flows canco-exist.






